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Abstract 

This paper uses the 'adult goods' method to estimate the full costs of children. 

Full costs include both expenditure and time costs. Adult personal time (comprising 

pure leisure, sleep and other personal care) is used as the adult good. Previous 

research has shown that the presence of children in the household leads to a reduction 

in adult personal time. This paper develops a simple household economic model to 

show how this information can be used to develop an equivalence scale for adult 

consumption that takes account of both the expenditure and time costs of children.  

Preliminary estimates using Australian data suggest a very large cost ï much 

higher than that typically assumed for expenditure costs. The full cost of children 

declines with age, despite the expenditure cost rising. The paper discusses the 

limitations of the adult good method and the assumptions needed to draw welfare 

conclusions from these and other estimates of child costs. 

 

Keywords: Time-use, cost of children, consumer equivalence scales, collective 

consumption. 
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1. Introduction  

When parents rear children, they devote considerable time to directly caring for the 

children, spend time undertaking home production tasks related to the child, and also 

purchase goods and services that contribute to the childrenôs well-being. Conventional 

estimates
1
 of the ócost of childrenô only take account of the last of these. Even 

estimates of the óindirectô or óopportunity cost of childrenô only take account of time 

costs to the extent to which they reduce parental labour force participation (and hence 

income).  

But children have a wide-ranging impact upon the allocation of resources within the 

household. Time-use data show how the presence of children is associated with large 

re-allocations of parental time from personal activities (sleep, leisure, and personal 

care) towards home production and caring activities. What does this reallocation tell 

us about the full costs of children?  

This paper addresses this question within the context of a simple within-household 

resource allocation model. Within this framework, it is concluded that children are 

very expensive. Though the model used here should only be considered as a first 

approximation to a very complex issue, it does provide useful óballparkô estimates and 

helps us think more systematically about the nature and relevance of óthe cost of 

childrenô. 

* * *  

Why should we be interested in the cost of children, full or otherwise?  
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From the perspective of children, childrenôs consumption is obviously important. This 

consumption is related to the parentsô cost of raising children, but it is not the same. 

Children can consume more than they cost because of the presence of household 

public goods and because children receive many services directly from outside the 

household.  

From the perspective of parents, the fact that they generally choose to have children 

means that the benefits of óparenthoodô, by definition, must outweigh the costs. So 

there is no automatic welfare rationale for any compensation for the costs of children.
2
  

We might expect that the ópriceô of children would be an important factor influencing 

parental fertility decisions. Information on the cost of children may thus be relevant to 

behaviour studies of the determinants of fertility. However, there are some differences 

between the concepts of cost and price in this context. The most economically 

meaningful definition of the price of children is the value of the resource input needed 

to raise a child of given óqualityô. The cost of a child, on the other hand, is the value 

of the resources needed to raise a child, irrespective of óqualityô. Conceivably, these 

could vary in different directions. For example, an increase in the price of toys implies 

an increase in the price of children (following standard production function theory). 

However, it is possible that substitution effects might be such that parents might 

respond to such a price rise by reducing expenditure on children ï implying a fall in 

the cost of raising the average child.
3
 In practice, such substitution effects are 

probably small and so information on variations in the cost of children (the resources 

that parents actually commit to child-raising) may still be useful to behavioural 

studies of fertility.  
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Perhaps the most direct policy relevance of the full costs of children comes from a 

consideration of the lifecycle costs and benefits of raising children. The benefits of 

parenthood are best seen as a characteristic of oneôs lifetime. We remain parents after 

our children have left home, and most people anticipate becoming parents prior to 

having children. However, the costs of raising children are concentrated at particular 

stages of our lives. An understanding of the costs of children in the single-period 

context can thus be used to aid our understanding of saving patterns across the 

lifecycle (Browning and Ejrnæs, 2000). If there are capital market imperfections, 

there may also be an efficiency role for transfers to families when they have high 

child costs.  

One particular policy-relevant question addressed in this paper is that of identifying 

the stages of child-rearing that have the highest costs. On the one hand, requirements 

for parental caring time inputs are very high when children are first born and diminish 

as children mature. Parental expenditure requirements tend to have the opposite 

pattern, increasing with age. Even if parents purchase childcare when children are 

young, they still have substantial inputs of their own time into the care of their 

children. A priori, it is not obvious which of these effects dominates. The estimates of 

the full costs of children presented here provide a start at answering this question.  

The modelling framework used in this paper is outlined in the next section. If we are 

prepared to assume that household behaviour can be described by a simple separable 

structure with no change in the consumption of household public goods, then the 

óadult goodsô method can be used to estimate the cost of children to parents. The adult 

good used here is parental leisure and personal time.
4
 By combining information from 
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time-budget studies with estimates of labour-supply responses it is possible to obtain 

approximate estimates of the full cost of children.  

Some preliminary estimates based on recent Australia data are shown in Section 3. 

The full costs of children estimated on the basis of these assumptions are large and 

they tend to diminish with age up to age 11 (older ages are not examined here).  

In Section 4, I return to consider the limitations of the modelling framework and 

speculate on how the estimates might change if these could be addressed. Some of the 

restrictive assumptions required are specific to the adult goods approach, but others 

are more fundamental assumptions that must be made by any attempt to value the cost 

of children to their parents. Section 5 concludes.  

2. The Within -Household Allocation Model 

2.1 The Concept of Child Cost 

To define a sensible concept of the cost of children, it is necessary to assume a 

separable structure for household welfare. For a household comprising two adults plus 

their children, a general way of doing this is to assume that the household maximises 

a current period household welfare function
5
 given by (.)(.),(.), CFM VVVW .  

The first two terms, (.)MV  and (.)FV  represent the current period welfare of each 

adult. The arguments to these welfare functions (defined more precisely below) are 

the goods, services and home production consumed by each adult. The last term, 

(.)CV , can represent either the parentsô perception of the welfare of the children, or 
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might represent a current period óchild quality production functionô. If we cannot 

observe child quality the two interpretations cannot be empirically distinguished.  

Now children generally provide benefits to their parents as well as entailing costs. It is 

explicitly assumed here that these óbenefits of parenthoodô are not included in the any 

of the above welfare functions. Instead, it is assumed that W  is in turn nested within 

a lifetime welfare function, which includes parenthood as one of its arguments. This 

separation allows us to talk about the current period costs of children (which might 

vary across the lifecycle) while recognising that óparenthoodô is nonetheless a good. 

One interpretation of the function W(.) is that it represents the household decision-

makerôs perceptions of the relative weight to give to the consumption of each 

household member in the current period. A different interpretation can be found in the 

ócollective consumptionô literature, where this function represents the outcome of a 

Pareto-efficient bargaining process between the household members. In this case W(.) 

is an additive function of the individual welfare functions, with the weight given to 

each household member depending on ódistribution factorsô ï factors that influence 

bargaining within the household (see for example, Bourguignon and Chiappori, 1994 

and Browning, Chiappori and Lewbel, 2006). Potentially observable distribution 

factors might include the relative wealth and wages of husband and wife, their 

personality traits and physical attributes and the opportunities outside of marriage for 

each adult. Though less directly observable, we would also expect W(.) to depend 

upon the preferences of each parent for the welfare of the other partner and of their 

children. The latter in turn might depend upon the social norms of child-rearing 

(which might differ across cultural groups).  
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For the questions considered in this paper, it is not necessary to assume an additive 

form for W(.). It is sufficient to assume that )(W  and the )(iV  functions satisfy the 

usual monotonicity and concavity restrictions for welfare functions.
6
 Nonetheless, the 

structure of the model is essentially the same as that in the collective consumption 

literature, though we donôt consider the impact of distribution factors here. 

It is common in this field to define current period adult welfare in terms of commodity 

consumption. That is, the arguments to (.)iV  are the current period consumption of 

market-purchased goods and services. However, to restrict attention to monetary cost 

alone misses key aspects of the cost of children. Here, this approach is generalised to 

include the value of home production and leisure. The model is deliberately chosen to 

be as simple as possible in order to make transparent the structure and key 

assumptions.  

Given the separable structure described above, the cost of children is defined by 

comparing the situation of each adult when they are living with the children, to their 

situation when there are no children in the household. This type of comparison has 

been called a ósituation comparisonô (Pollack and Wales, 1992) or a comparison that 

generates an óindifference scaleô (Browning, Chiappori and Lewbel, 2006). For some 

level of full income for each adult, *
iF  (defined more precisely below) the adult 

without a child will be able to achieve a current-period welfare level of *iv . When they 

are living with their child, they will need a higher level of household full income in 

order to reach the same level of adult welfare because some resources are diverted to 

the child. The difference between these two (full) income levels is the cost of the 

child.
7
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The adult goods method
8
 identifies the required income compensation by observing 

the relationship between (full) income and the consumption of a good that is only 

consumed by adults. The level of adult good consumption in the households of 

different composition is then used as an indicator of the full income received by the 

adult. This approach effectively assumes that children have only an income effect on 

adult consumption rather than a relative price effect. To the extent to which there are 

changes in the consumption of household public goods (goods jointly consumed by 

the household members) this will not be correct. However, if we are prepared to 

assume that household public goods are a separable component of welfare, we can 

first consider the impact of children on non-public consumption, and then later 

consider the impact of any changes in adult good consumption on adult welfare. This 

is the strategy adopted here. 

To incorporate household public goods, the household welfare function described 

above is specified as )(.),(),(.),(),(.),( GUVGUVGUVW CCFFMM . Each memberôs 

welfare is thus a separable function of the vector of public goods G and a function of 

privately consumed commodities and home production outputs (.)iU . Without loss of 

generality, this can be written as )(.),(.),(.), 21 GUUUW C  ï the household 

chooses between the non-public consumption of each member and consumption of the 

household public good. We first consider how the full income of the household needs 

to vary in order to maintain (.)iU  constant as household composition changes. If G 

does not change, this is also the income variation required to maintain )),(( GUV ii  

constant. Once we have considered this, we can then consider the possible 

implications of changes in G due to household compositional changes. 
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2.2 The household welfare model 

More specifically, assume that the household with children maximises the household 

welfare function  

(1)
 
 GuuuW CFM ,,,  with CFMihhlxUu iFiMiiii ,,),,,(  and 

ih

ih

il

ix

iF

iM

i

i

person  ofn consumptio  the toallocatedfather   theof  timeproduction home 

person  ofn consumptio  the toallocatedmother   theof  timeproduction home 

and ,person  of  timeleisure 

,person  ofn consumptiocommodity  

 

Only the home production of the parents is considered here, with the total home 

production of parent j summarised as CjFjMjj hhhh  . 

This household welfare function is maximised subject to (assumed binding) parental 

time constraints of 

(2)  
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and a household income budget constraint of 

(3)  
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Substituting mj from (2) into (3) and rearranging yields the household full-income 

budget constraint of 
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(4)  

CFFCMMCC

FFFFMMFFFF

MFFMMMMMMM

FFMM

CFMG

hwhwxF

hwhwlwxF

hwhwlwxF

TwTwYF

FFFGpF

where

 

That is, household full income (comprising non-labour income plus the maximum 

earning potential of parents) can be divided into expenditure on public goods; 

expenditure, leisure and home production for the mother; expenditure, leisure and 

home production for the father; and expenditure and home production for the child.  

The allocation model for the household without children is assumed the same, but 

without all the child related terms. The GuuW FM ,,'
 
function will be different, 

reflecting the bargaining power and/or consensus decision-making patterns that take 

place in the household without children, though we assume that the (.)iU  (ie the 

person-level welfare functions) remain the same across the different family 

structures.
9
  

The separable household welfare function means that we can consider household 

current-period decision-making as a two-step process. First, full income is allocated to 

public good consumption and the consumption of the mother, father and child. 

Second, commodity consumption, leisure and home production for each person is 

decided based on the full income allocation of the respective person and the two wage 

rates. 

Typically, we cannot observe xM or xF separately from xC. When we can observe 

separate components such as adult clothing, alcohol or tobacco, they only form a 
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small part of the budget and are not very reliably estimated.
10

 It is even more difficult 

to observe the allocation of home production to the different household members. But 

household time-use surveys do collect detailed information on lM and lF. This is 

defined here as time spent on personal care, sleep, and leisure activities for each adult 

(ie all activities other than market work and home production). This is described here 

as óleisure and personal timeô or simply óleisureô.  

As part of the second stage allocation described above, demand for leisure will be 

determined as a function of the full income allocation of each adult and the two wage 

rates. Leisure thus serves as an indicator of parental personal consumption.  

If this relationship can be estimated, it can be inverted to estimate FM and FF as a 

function of the amount of leisure each adult consumes. When there are no children in 

the household all the allocations to children are set to zero, but otherwise the same 

separable allocation model applies and the full income of each adult can be derived as 

a function of their leisure consumption.  

[Figure 1 about here] 

The estimation process (for parent i) is illustrated in Figure 1, where the curves 

describe the relationship between household full income and the leisure and personal 

time of one of the parents. Leisure is assumed to be a normal good, with demand 

increasing with household full income. When there is a child in the household, some 

of the household full income is directed towards the consumption of the child, the 

parent receives a smaller share of household full income and so has a reduced 

consumption of leisure (and all other normal goods). The separability assumptions 
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mean that these two curves only differ because of this diversion of resources to other 

household members and (public goods).  

When there is a child in the household, the parent will require a household full income 

of F1* to have a leisure consumption of l i*. When there is no child, the income 

requirement is lower at F0* . Holding wage rates constant, leisure consumption is a 

function solely of the parentôs full income allocation. Equal levels of leisure in 

different household structures thus imply equal levels of overall welfare, ui. Hence the 

difference in household income required to maintain leisure constant, F1* ï F0*  is the 

cost of the child as measured from the perspective of parent i (assuming no change in 

public good consumption).  

The curves for each family type shown in Figure 1 will be a function of both the share 

of household full income allocated to parent iôs consumption, as well as this parentôs 

demand for leisure as a function of their own full income. In principle, given 

information on the consumption patterns of people in single-person, couple and child-

containing households together with suitable exogenous variation in non-wage 

income, both relationships could be estimated. Here, however, we use a more indirect 

estimation approach, that shows more clearly how the cost of children can be related 

to previous sociological research on family time-use patterns and the substantial body 

of economic research on labour supply behaviour. 

From Figure 1 it can be seen that the difference between F1* and F0*  can be 

approximated by  

(5)  
F

l

ii
illFF )( ****

0

*

1  
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where F

li
 is the slope of the leisure demand curve with respect to household full 

income for the parent when there is no child in the household (with wage rates held 

constant). The numerator of (5) is the decrease in the parentôs leisure associated with 

the presence of the child in the household (holding wage rates and household full 

income constant). This can be estimated from time-use data collections by controlling 

for proxy variables for wage rates and full income.  

Note that the LHS of (5) refers to the change in household full income, while the RHS 

refers to the leisure of one of the parents. Equation (5) can thus be estimated 

separately for each parent, but the costs thus estimated should not be added together, 

as each is already an estimate of the amount by which household income much 

increase in order to compensate for the cost of the child.  

With wage rates constant, the only part of F that varies is Y, and so we can write 

Y

l

F

l ii

 and then use the time budget constraint (2) to write Y

m

Y

h

Y

l iii
. 

The last term is the labour supply income derivative, for which there is a substantial 

body of empirical research.  

The term Y

h i

is the income derivative of home production time. There are no 

research results on this,
11

 so here we consider two assumptions. For a low response 

assumption, we assume that this is zero. That is, an exogenous change in income has 

no impact upon home production time. For a high response assumption, we assume 

that the elasticity of home production with respect to income is equal to the elasticity 

of labour supply with respect to income.  
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Labour supply responses to exogenous changes in income are usually described in 

terms of the ótotal income elasticityô (Pencavel, 1986). This is defined as Y

m

ii
iwe  

and describes the increase in earnings associated with a one-unit increase in non-wage 

income. If non-work is a normal good, e is negative.
12

 Using this notation, and 

drawing upon the two alternative assumptions for the magnitude of the home 

production income response leads to estimates of child costs of 

(6)  

)elasticitysupply labour   toequal elasticity production (home1

)elasticity income production home (zeroor,1
   where

 )( ****
0

*
1

ii

iiiii

mh

ellwFF

 

where 
i

h and i
m are the mean hours of home production and labour market time for 

parent i in the no-child household respectively. 

The cost of children for the parent is thus his or her (net) wage rate times the drop in 

their leisure hours associated with having children, divided by a scaling of the total 

income elasticity of labour supply. The first part of this estimate is simply the 

opportunity cost of lost leisure, valued at the market wage rate. Dividing by the total 

income elasticity (the absolute value of which is smaller than 1), increases this cost 

estimate. This scaling up will be greater when the income elasticity is closer to zero 

(the curves in Figure 1 will be flatter). 

This scaling up is appropriate because the reduction in parental leisure is only one 

impact of the presence of children in the household. There may also be reductions in 

adult consumption of commodities (xM and xF) as well as home production for the 

consumption of the adults (hM+ and hF+). The model implies that the diversion of 

resources to child consumption will have an income effect on all these aspects of adult 
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consumption rather than on just the one (leisure and personal time) that we can easily 

observe.  

2.3 Household public goods 

How do these conclusions change if we take account of household public goods? 

Many aspects of household consumption include goods whose consumption can at 

least be partly shared between the members. These might include the dwellingôs 

location, the common areas of the dwelling, household appliances and aspects of 

home production that jointly produce goods for multiple household members.
13 

 

These óhousehold goodsô have both income and substitution effects. As household 

size increases the same quantity of a pure household good can provide services to 

more members ï increasing total household consumption. This higher effective 

income will be reflected in increased consumption of all (normal) goods, and so will 

be incorporated into the estimates of child costs calculated using the method described 

above. However, the joint consumption also means that the household public good is 

relatively cheaper, which might lead to a substitution towards that good. This is not 

accounted for in the adult good model (Nelson 1992).  

To see this, note that the calculations described above provide information on the 

compensating income required to maintain ),,,( iFiMiii hhlxU  constant as household 

composition changes. This is the sub-component of personal welfare due to personally 

ascribable consumption of market goods, leisure and home production time. If the 

household-level consumption of the public good G remain constant as the household 

size changes and this income compensation is applied, then )(.),( GUV ii  will also 

remain constant (even though total person-level consumption of G has increased 
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because there are more household members, each of whom consume G). Hence the 

income compensation described above will also be sufficient to compensate 

individuals under the broader measure of welfare which takes public goods into 

account.  

However, the substitution effect means that household-level consumption of G will 

probably increase as household size increases.
14

 For example, larger households might 

tend to spend their money on DVD hire rather than on movie tickets. Similarly, they 

might choose to do more home cooking because of the economies of scale of cooking 

for several people.
15

 If G does increase, then a compensating income increase that 

maintains Ui constant will imply an increase in )(.),( GUV ii . That is, the cost of 

children will be over-estimated.  

2.4 Exogenous factors influencing child costs 

Within the structure provided by this simple model, how would we expect the costs of 

children to vary with factors such as parental wage rates, the ages of the children, the 

patterns of childcare used in the household, and the magnitude of state support for 

families?  

Wages: The wage rate enters equation (6) explicitly: children cost more when parents 

have a higher wage rate (other things constant). However, child costs as a proportion 

of the money income of the respective parent could vary in either direction. For 

example, if all of the parentôs income is from wages then the cost of children as a 

proportion of their personal money income is given by  
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(7)  
)( ***

*
0

*
1

iiiii
ii

emll
mw

FF
 

That is, the change in leisure hours as a proportion of market work hours, divided by 

the scaled total income elasticity. We cannot predict, a priori, how this will vary with 

the wage rate.  

Gender: Here there are may be offsetting effects. Men generally have higher wages, 

but at least for young children, the loss of leisure time may be greater for women. 

Moreover, we would also expect the income elasticity (and possibly the home 

production elasticity) to vary according to within-household bargaining patterns. The 

greater the husbandôs marginal bargaining power, then the more he will reduce his 

labour supply in response to a positive income shock. This will imply a smaller child 

cost.  

In the literature discussed below, there does not seem to be any strong evidence for 

different income elasticities between husbands and wives (or men and women more 

generally). However, these results cannot be considered robust. Given this plus the 

lack of evidence of home production elasticities, we should not use the empirical 

results presented below to draw conclusions about the distribution of the child cost 

burden between spouses. 

Age of child: Older children require less caring time inputs, suggesting that the drop in 

adult leisure and personal time will be less for older children. However, older children 

also require greater monetary expenditures than younger children. This lowers the 

parentsô living standards. In response, they might reduce their leisure and increase 
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their labour supply. The associated drop in adult personal time could, in principle, be 

large enough for us to find that older children cost more than younger children.  

3. Some Illustrative Estimates of the Full Cost of Children 

3.1 Estimates of the Total-Income Elasticity of Labour Supply 

A number of studies have surveyed the estimates of the total-income elasticity e 

arising from the labour supply literature. Pencavel (1986) surveys the US and UK 

non-experimental labour supply literature. Across the 15 studies that he summarises 

the median estimate of e for men is ï0.29.
16

 However, the range of estimates is broad. 

Excluding the 2 most extreme values at either end, e ranges from ï0.06 to ï0.44. He 

concludes that a óbestô estimate of e for men is ï0.20. Killingsworth and Heckman 

(1986) conduct a similar survey for women, finding a median total-income elasticity 

of ï0.09. The variation of estimates is similarly broad.
17

 Blundell and MaCurdy 

(2000) survey more recent studies. They find a median total-income elasticity of  

ï0.07 for men and ï0.17 for women. Again, however the range of estimates is wide. 

In most of these studies, the primary question of interest is the magnitude of the wage 

elasticity of labour supply. Identification of the income effect is usually achieved via 

strong assumptions about the exogeneity of capital or spouse income. A limited 

number of studies have more directly addressed income effects by seeking empirical 

examples where there is exogenous variation in incomes. A recent example is Imbens, 

Rubin and Sacerdote (2001) who look at the changes in behaviour associated with 

lottery winnings. Their preferred result for the total income elasticity is ï0.11. They 

find little variation with sex and age (across the child-rearing years). 



 

18 

It is clear that there is no consensus value of e arising from the research literature. The 

exogeneity of lottery winnings makes the results of Imbens et al particularly 

appealing. Consequently, I take ï0.1 as my preferred value for e, and assume the same 

value for men and women. However, values of e ranging from ï0.05 to ï0.2 could be 

justified on the basis of some sub-sets of the research literature. This implies that the 

estimates of child costs could be between half and double those presented here. 

Finally, it should be noted that the required estimate here is the response of individual 

wage income to shocks in household income. This appears to be the structure adopted 

by Imbens et al, but might not be appropriate for many of the studies in the labour 

supply literature, particularly where the studies identify the income effect by using 

variation in spouseôs income. 

3.2 Estimates of the Full Cost of Children 

The estimates presented here are based on these labour supply results, together with 

the time-use patterns estimated by Craig and Bittman (2003). They describe how 

parental time use patterns vary as the composition of their household changes. Here, 

the key relationship is that between parental leisure/personal time and family 

composition. Table 1 presents Craig and Bittmanôs estimates of this relationship 

controlling for the age and education level of the parents (serving as an, albeit 

imperfect, proxy for the full income of the household). The estimates presented differ 

slightly from those in their original paper for the reasons described in the note to the 

table. Leisure and personal time is defined as all time other than time spent in market 

work or in home production/childcare.  
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The sample size for these calculations is not very large, and so some of the patterns 

shown here are likely to be due to sampling variation. Nonetheless there are some 

interesting (and plausible) patterns. Starting with the óboth parentsô panel, it can be 

seen that, when the youngest child is aged 0-2, the parentsô leisure time is reduced by 

around 2 hours (per day) when they have one child and 3.6 hours when they have two. 

Having three children actually leads to an increase in parental leisure time. Craig and 

Bittman speculate that this might be due to the capacity for the older child to 

supervise the younger.  

When the youngest child is aged 3-4 the time cost is around 3 hours for either one or 

two children, and again lower for the three-child household. With older children (up 

to age 11, Craig and Bittman donôt consider greater ages), the time cost is lower for 

the first child then increases more steadily with increasing numbers of children. 

[Table 1 about here] 

The second and third panels of the table show how this leisure time cost accrues to the 

mother and father respectively. For the youngest children, more of the time cost falls 

on mothers, while for the oldest age group the adjustment is more equally shared. 

Craig and Bittman show that most of the leisure time reduction of the mother is 

associated with increases in home production (including childcare) time, whereas the 

fatherôs leisure is mainly associated with increases in labour market participation.  

The data in this table represents ***

ii ll  in equation (6). This can be combined with 

the estimate of e given above and estimates of the average net marginal wage rate 

($12.00 and $10.30/hour for men and women respectively)
18

 to obtain estimates of the 
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cost of children as they accrue to mothers and fathers. These are shown in Table 2, for 

families with two children only.  

As noted above, these costs for the mother and father should not be added together in 

order to estimate household total costs. Rather each estimate is the household cost as 

evaluated from the perspective of the relevant parent. That is, it represents the amount 

by which household income would have to increase in order to give that parent the 

same leisure consumption as they had when they did not have a child. 

[Table 2 about here] 

Apart from the large absolute value of child costs (discussed further below), the most 

interesting feature of this table is the relative values for men and women. For young 

children, mothers bear a higher cost, but this is reversed when the youngest child is 

aged 5-11. The latter result is due to the relatively equal hours cost as shown in Table 

1, together with the higher wages (and hence higher opportunity cost) of fathers. 

The conclusion that the burden of child cost shifts from the mother to the father as 

children age and become less time and more money-intensive is plausible. However, 

we should certainly not place too much weight on the overall distribution between 

mothers and fathers. First, as noted above, the assumptions of equal e and Ŭ for men 

and women are strong ones, and should not be considered robust.  

Second, the time use patterns shown in Table 1 are based upon primary time-use 

patterns only. In the Australian time use data, much time that is recorded in the survey 

as a primary activity of leisure or personal care, is also coded as having a secondary 

activity of child supervision. Moreover, this is more likely to happen for mothers 

rather than fathers. In Craig and Bittman (2008) a narrower definition of leisure is 
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used in which this time is coded as non-leisure. This shows a much larger impact of 

children on parental leisure time (non-work time), and this impact is always greater 

for mothers.  

When considering the magnitude of these costs, it is more meaningful to compare 

them with the money income level of the average household. Table 3 shows the 

average of the mother and father costs, calculated as a fraction of the mean household 

income of childless couple households.  

[Table 3 about here] 

It is clear, first of all, that the estimates are very sensitive to our ignorance of the 

magnitude of the income response of home production. Recall also, that arguable 

values for the total income elasticity of labour supply could lead to results that were 

between half and double these estimates. Nonetheless, even with these caveats these 

results do serve to illustrate the large magnitude of the full cost of children to their 

parents. The simple square root equivalence scale often used in income distribution 

analysis implies that a two-child family requires a money income 1.4 times that of a 

couple without children. In other words, the additional cost of two children is 0.4 

times the income of the childless couple. The per-capita equivalence scale (usually 

considered the largest feasible scale) implies an additional cost ratio of 1.0. For a two-

child household where one child is aged 0-2, Table 3 shows a corresponding ratio of 

either 1.1 or 1.7. The lower bound is still above the per-capita scale and even if we 

were to double the income elasticity (halving the estimate), would still be well above 

the square-root scale.  
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However, this high costs are not implausible. The idea that the per-capita scale is an 

upper bound arises from the assumption that children consume less than adults (and 

that there are at least some economies of household scale). When time costs are 

included, it is plausible that young children will have a greater impact upon the 

parentsô living standard than would the presence of another adult in the household. 

Finally, the table also shows how costs vary with the age of the youngest child. Caring 

time requirements decrease with child age, but income requirements might increase. 

In this model, the latter should be reflected in reduced leisure via increases in labour 

supply. Generally, Craig and Bittman find that leisure increases with child age, 

implying a decrease in overall costs (the exception, which might not be statistically 

significant, is the low costs of the youngest children in the largest households).  

4. The Limitations of the Adult Leisure Method 

Should we believe the results from such a simple model of child costs? Would a more 

sophisticated approach lead to different conclusions? The most salient limitations of 

the adult leisure method can be grouped into three categories, econometric, the model 

of household consumption, and the model of lifecycle preferences.  

4.1 Econometric challenges 

To estimate the relationship shown Figure 1, this paper has combined estimates of the 

relationship between family composition and adult leisure (holding full income 

constant) and the slope of the leisure demand curve with respect to full income (with 

wage rates constant). Though the estimation of both relationships is quite demanding 

of data, the latter is particularly so.  
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The slope of the leisure demand curve can be decomposed into the labour supply total 

income elasticity and the corresponding home production derivative. Despite the fact 

that the former is a central concept of labour economics, there is little consensus as to 

its magnitude. There is even less information about the relationship between home 

production and exogenous changes in income. At best, the estimates presented here 

can only be considered as indicating very broad estimates of likely magnitudes.  

A more basic empirical question concerns the measurement of adult leisure and 

personal time. In time-use collections, respondents are often asked to describe both 

their primary and secondary activities during a period of time. The results shown here 

are based on primary activities only. However, many parents (particularly mothers) 

often code their primary time as leisure or personal care, while noting that they were 

also supervising children. It is not obvious how this should be counted. On the one 

hand parents do describe this as primarily leisure or personal care, so it should 

perhaps be treated as equivalent to this leisure among non-parents. On the other hand 

child supervision might change the leisure in a qualitative way.
19

  

If we were to code these combined activity periods as non-leisure then the drop in 

leisure associated with children would be greater than that shown here, and the costs 

correspondingly higher. This approach is taken in Craig and Bittman (2008) where the 

time impacts (and hence the costs) are in some cases double those shown here.  

4.2 The model of household consumption 

How might these conclusions change if we were able to estimate a more sophisticated 

model of home production and household consumption?  
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As noted above, though the adult leisure good method is valid in the presence of a 

fixed level of household public good consumption, we might expect larger households 

to spend more of their income or time on household public goods. A model which 

included such substitution would most likely lead to a lower cost of children than 

given by the adult good method.  

Another substitution effect can arise via the direct effects of children on the price of 

adult leisure and personal time. Some aspects of adult leisure consumption become 

relatively more expensive when children are present, for example, eating out or going 

to the movies might require expenditure on additional childcare. The model outlined 

above does not incorporate such price effects. If they were included, some of the 

observed reduction in adult leisure would be ascribed to this substitution, rather than 

an income effect, and the estimated cost of children would be lower.  

The magnitude of child cost overestimation associated with these two price responses 

will depend upon many factors; the extent of joint production or consumption, the 

share of adult leisure/personal time that is subject to relative price changes, the price 

elasticity of adult personal time, and the possibility for substitution within leisure 

time. For example, if an increased price of cinema attendance simply means that the 

adult(s) watch more videos at home, then total adult leisure time might not change (or 

might even increase).  

These substitution effects could, with some difficultly, be incorporated into a more 

comprehensive model of home production and consumption. However, a more 

fundamental problem arises if we wish to consider joint production of leisure and 

child care. It is conceivable that time spent on some aspects of childcare might be 

effectively producing leisure at the same time. Supervising children activities might 




